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Abstract: This chapter is focused on the application of association rules to classify 
medical data. There is no data mining technique that can produce consistent results 
for all types of medical data. The effectiveness of a data mining technique depends, 
among other things, on the type of data collected for study. The purpose of the fol-
lowing work is to see if combining two data mining methods will give better results 
than using them individually. For this purpose, data on breast cancer in women 
was used. The results showed that using a hybrid combination of association rules 
to produce a classifier can improve classification performance.
Keywords: association rules, classification, classification based on association (CBA)

10.1. Introduction
To make a correct diagnosis, doctors need information about the patient’s health. 
The human body is very complex and sometimes a small deviation from the norm may 
indicate a disease. Therefore, it is important to analyze the collected data and extract 
as much useful information as possible. Due to the development of technology dur-
ing the examination a huge amount of data is generated, which cannot be inter-
preted without the use of appropriate analytical systems. Knowledge mining methods 
can be useful here. The knowledge gained by means of knowledge mining methods 
is used in many areas of medicine. Data mining methods not only enable to make 
a diagnosis based on symptoms, but also estimate the prognosis of treatment progress 
or its costs. Relationships and patterns obtained through data mining techniques 
are also used to create decision support systems. 

One method of data mining is classification, which involves finding a way to map 
data into a set of predefined classes. A model is built based on the contents of the data-
base, which is used to classify new objects, for example, in a medical database rules 
can be found to classify individual diseases, and then, using the rules found, further 
patients can be automatically diagnosed. Another method is association discovery 
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– a method of finding relationships between groups of elements appearing in data sets. 
It belongs to one of the most popular data mining techniques. This method makes 
it possible to find interesting correlations occurring between data in high-volume 
datasets that would be hard to spot with the naked eye. This paper investigates into 
whether algorithms combining association discovery and classification produce meas-
urable results in the process of extracting classification rules. The goal was to see 
if combining two data mining methods would yield better results than using them 
individually. Thus, it was tested whether using a hybrid combination of association 
rules to produce a classifier can improve classification performance.

The purpose of this chapter is to discuss selected association rule mining algo-
rithms and present their application in medical data classification.

10.2. Association rules
10.2.1. Association rule construction
Association rules can be compared to “if – then” constructs, which have found their 
way into programming languages. The most popular application of association rules 
is the basket analysis. It involves discovering patterns of customer behavior, that is, 
finding groups of products that are purchased together. Although association rules 
have many applications, it is on the basis of the above mentioned analysis that a for-
mal description of association rules was created [1, 2].

Let I = {i1, i2, …, in} be the set of all available goods. Any set X ⊆ I will be called a set 
of goods. The set of goods with power k will be called the k-commodity set. The trans-
action base over the set I will be termed the set of transactions D = {T1, T2, …, Tk}, 
where each transaction is represented by a pair T = (id, X) consisting of the trans-
action identifier id and the set of goods X ⊆ I occurring in the transaction. For sim-
plicity, it is assumed that the transaction identifiers come from a finite set of indices 
Tid = {id1, id2, ..., idm}, hence each transaction base D is a sort of binary relation between 
the sets Tid and I, and it can be expressed as D ⊆ Tid · P(I). It can be said that a trans-
action T = (id, X) covers a set of goods A if A ⊆ X. The coverage of the set of goods 
A in the base D is the set cover(A, D) = {T ∈ D : T covers A}. An association rule is any 
implication A ⇒ B, where A and B are the sets of goods A ⊆ I, B ⊆ I and A ⊆ B =C [1, 2].

10.2.2. Rule evaluation measures
Many pairs can be generalized in the form A ⇒ B. To select the useful ones, several 
measures of decision rule evaluation are introduced [2]:
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	y support – this is a parameter that determines how often an object appears 
in the dataset, or more specifically, what percentage of all association rules a par-
ticular rule represents. The formula represents the ratio of the number of trans-
actions (containing entirely goods from set A and B) in the data set (transac-
tion database) to the number of all transactions. Typically, support is expressed 
as a percentage:

	
support A B

P
P
A B⇒( ) = ∪ ; 	 (10.1)

	y confidence – this is a parameter that describes how many percent of association 
rules starting with a particular set of conditional values a rule represents. In other 
words, it is the ratio of the number of occurrences of transactions that contain 
all the goods from set A and B to the number of transactions that contain only 
goods from set A. As with support, confidence is usually expressed as a percentage:

	
confidence A B

P
P
A B

A

⇒( ) = ∪ ; 	 (10.2)

	y conviction – this parameter was developed as an alternative to certainty, which 
is not as accurate in terms of the direction of association. This measure com-
pares the probability that A would occur in a transaction without B if they were 
dependent on the actual frequency of occurrence of A without B. In this respect, 
this parameter is similar to the increment measure, but unlike it, it is a directed 
measure due to the fact that it also uses information about the absence of a suc-
cessor. In the case, where A and B are independent of each other, the belief value 
equals 1. Rules with high importance reach values away from 1:

	
conviction

support
confidence

A B
B
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− ( )
− ⇒( )

1
1

; 	 (10.3)

	y lift – the increment measure is a parameter that describes the correlation between 
the predecessor and successor of an association rule. If the events that are repre-
sented by the predecessor and successor of the rule are independent, then the value 
of the increment parameter is 1. If this value is less than 1, it means that the men-
tioned events are negatively correlated. In such a case, the rule opposite to the one 
found should be considered. When the value of the parameter is greater than 1, 
then the events correlate positively:

	
lift

confidence
support

A B
A B
B

⇒( ) =
⇒( )

( ) ; 	 (10.4)

	y leverage – this parameter measures the difference of A and B that occur together 
in the data set and what would be expected if A and B were statistically dependent. 
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The goal is to determine how many more units (A and B together) were in trans-
actions than would be expected from independent transactions. The range of this 
parameter is between –1 and 1, with 0 indicating independence. 

	
leverage support support supportA B A B A B⇒( ) = ⇒( ) − ( )⋅ ( ). 	 (10.5)

A good rule is one that has high support (applies to a high number of transactions) 
and confidence (right side occurs frequently). In practice, it is common to assume 
minimum values on both of these ratios and look for all rules with support/confi-
dence values higher than the assumed minimum [2, 3].

10.2.3. Association rules extraction
To begin searching for association rules, we first need to determine the minimum level 
of support (pmin) and confidence (smin) that they must satisfy. This threshold should 
not be too low. Setting the support threshold too low leads to a large number of rules 
in which it is very difficult to find really useful relationships. Even if it seems that 
a regularity has been found, it may turn out to be an accident and within the whole 
database the support of the rule turns out to be too low. A rule is said to be valid 
and interesting when the confidence and support values exceed a pre-set threshold. 
Such a threshold is usually defined by a domain expert or the user himself. The set 
of elements that meets the support threshold pmin is called “attended” and is denoted 
as L5. An association rule can be called strong when it satisfies both the support 
threshold pmin and the confidence threshold smin [2,3].

An important element when finding correlations between elements in a set 
is choosing the right algorithm. Determining which algorithm will be the most effec-
tive is not easy. This is because there are many algorithms and types of datasets. This 
makes it difficult to clearly determine which one should be used. There are two ways 
to check which algorithm will perform best on a given dataset. The first is to test each 
algorithm in turn. Then, based on the results, you can determine which one is best. 
The second way is to rely on the opinion of experts in the field and their experience.

The two most popular algorithms used for association discovery are the Apriori 
Algorithm and the FP-Growth Algorithm:

Algorithm Apriori is considered as the most popular algorithm for extracting 
binary association rules. It searches a dataset and in each successive iteration creates 
families of increasingly numerous frequent sets. These represent simple patterns that 
tell which elements are logically frequent [3–5]. 

The initial step before using the algorithm is to make sure that the transaction 
elements from the set D are ordered lexicographically. The algorithm then extracts 
the encountered sets of one-elements occurring in transactions from the database 



127

in the first step. Next, the algorithm checks whether they have the required sup-
port level (pmin). Based on the found one-element frequent sets, the algorithm creates 
two-element candidate sets. These constitute the potential frequent sets. For each 
of the newly created sets, the support in the database D is calculated. If a candi-
date set reaches the required support level (pmin), it is added to the list of frequent 
sets. In the next step, it will be used to generate three-element candidate sets. Then, 
the three-element frequent sets will be used to generate four-element candidate sets. 
Subsequently, the four-element frequent sets will be used to generate five-element 
candidate sets, and so on. This process is based on the frequent sets that were found 
in the previous step. The algorithm in each successive step creates candidate sets a size 
larger than the previous one. To check whether they have the required level of sup-
port, at each step of the algorithm, a read of the database D is performed. The algo-
rithm runs until it is impossible to generate further frequent sets. The final result 
of the algorithm is the sum of k-element frequent sets [3–5]. 

During the development of the FP-Growth Algorithm, a different approach was 
used to create frequentist sets. This process is done in two steps. They are [3, 6, 7]:
	y compression of the database D into an FP-tree,
	y exploration of the FP-tree to find the frequent sets.

Similar to the Apriori algorithm, the FP-Growth algorithm starts by extracting all 
one-element frequent sets from the database. Subsequently, all elements that are not 
one-element frequent sets are removed from the transactions belonging to the data-
base D. This means that the output database is transformed into a smaller database 
containing only one-element frequent sets. Therefore, this step is called database com-
pression. Next, the transaction elements are sorted in terms of their support values. 
The list is created from the largest value to the smallest value [3, 6, 7].

The list thus sorted will be used in the next step of the algorithm to form an FP-tree. 
It is a rooted acyclic graph, labeled at the vertices. At the very beginning the root 
of the FP-tree is created. It is labeled “null”. Then, for the first transaction t1, a path 
is created that begins at the root of the FP-tree. The order of vertices in the path that 
represents the transaction corresponds to the order of the elements in the list created 
earlier. The value of the transaction counter for each vertex that is part of the path 
is initially 1. The final result of the transformation is an FP-tree [3, 6, 7].

To speed up the FP-tree search, an array of element headers is created that acts 
as a directory. The array informs about the location of the element in the FP-tree. 
If an element occurs in the FP-tree more than once, then pointers to specific vertices 
form a list of pointers [3, 6, 7].

In the second step of the algorithm, the FP-tree is explored to locate frequent sets. 
To do so, one needs to find all paths, for each 1-element alpha frequent set, that have 
as their end vertex a vertex representing the alpha set. A single path with an alpha 
final vertex is called an alpha pattern prefix path. Each such path has a path frequency 
counter, with its value corresponding to the value of the transaction counter at the end 
vertex of the path that represents the alpha set. A conditional pattern base is formed 
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by the set of all pattern prefix paths. This base is used to construct the so-called con-
ditional FP-tree of the pattern alpha (Tree alpha). The conditional FP-tree is then 
recursively explored. The goal is to find all frequent sets that contain the set alpha. 
When the FP-tree has only a single path p, then for each combination of beta verti-
ces of path p, a set beta + alpha is generated, whose support is equal to the minimum 
support of the elements belonging to the set beta. The procedure looks different when 
the FP-tree has more than one path. Then, for each element alpha_i that belongs 
to the Tree element header array, a set beta = alpha_i + alpha is generated, whose sup-
port equals the support of the elements alpha_i. Then a conditional beta pattern base 
is created and a conditional FP-tree of the beta pattern is created, which is denoted 
as Tree-beta. The FP-Growth procedure with the Tree-beta and beta parameters is run 
until Tree-beta is empty [3, 6, 7].

10.3. Classification
10.3.1. Characteristics and steps of classification
Classification is a very important data mining method in the medical data area. 
In medical systems, it is used primarily to find rules for classifying individual dis-
eases. Then, thanks to the found rules, it is possible to automatically diagnose the next 
patients. Classification consists in finding mappings of data into a set of predefined 
classes. Based on the information from the database, a model is built. The database 
is divided into two sets: training set and test set. The training set is used to build 
the model while the test set is used to test the model. The model is designed to clas-
sify new objects in the database. Classification is a data mining method with a teacher 
(supervision). The classification process can be divided into several steps [3, 8, 9]:
	y the first step is to build a model, or classifier, that describes a predefined set of data 

classes. The input data for performing classification is a training set of tuples, 
which is a list of attribute values (descriptors) and a selected decision attribute. 
The classifier operates based on the values of the other attributes;

	y the second step is to test the quality of the constructed classifier. The testing phase 
consists of checking the accuracy of the classifier based on a test set. This set 
should be separated before starting to build the model so that the classification 
result is not falsified. The most commonly used coefficient to describe the quality 
of classification is the overall classification accuracy. This coefficient is the ratio 
of cases classified correctly to all cases taken for classification;

	y the last step is to apply the classification using the previously built model to the new 
cases based on the values assigned to their attributes.

A great number of classification methods have been developed so far. Only the clas-
sifiers used in this paper will be discussed below.
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10.3.2. Naive Bayes Classifier
The Naive Bayes classifier has gained popularity among classifiers because of its sim-
plicity and its efficiency, which is close to the results of much more complex classi-
fiers. It belongs to the linear classifiers. Its performance is based on the conditional 
probability of Bayes’ theorem [8–10]:
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. 	 (10.6)

The classification process works by comparing the chance of a set of specifically 
defined object attribute values for each class. This classifier assumes that the values 
assigned to the attributes in the classes are independent. Because of this, the word 

“naïve” appears in its name. One then speaks of the so-called conditional independ-
ence of the class [8–10].

Suppose that each object is represented by a vector of attribute values 
X = (F1, F2, ..., Fn). For each class Ci, the probability of an object belonging to that 
class is calculated. The necessary condition is that the object has the given attribute 
value, i.e. P(Ci/X). A given object is assigned to the class that has the highest probabil-
ity of such an event. To calculate this probability Bayes’ theorem of conditional proba-
bility is used (1.6). When substituted into the formula the following is obtained [8–10]:
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where: P(X) – the probability of an instance of X (with a vector of attribute values 
(f1, f2, ..., fn), P(Ci) – the probability of occurrence of the class Ci, P(X/Ci) – the prob-
ability of occurrence of the given configuration of attribute values in class Ci.

All probabilities are taken from the probability tables, which were built using 
the data from the training set.

10.3.3. J48 tree
J48 tree is generated using algorithm C4.52, which works by splitting the original 
data set in terms of each variable. In this way there are as many types of splitting 
as there are explanatory variables in the set. The C4.52 algorithm is an extended 
version of the ID3 algorithm, whose main problem was the unnecessary growth 
of the tree, as well as the lack of appropriate mechanisms that would counteract 
the overfitting phenomenon. This led to excessively high error rates on the actual data. 
This phenomenon was eliminated by the so-called pruning, which aims to increase 
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the generalization of the evaluation. The C4.52 algorithm visits each decision node 
recursively and selects a possible split as long as further splits are possible. For each 
such split, the value of the “information gain” metric is calculated. Information gain 
is defined as the entropy gain for each subset. The variable that has the highest informa-
tion gain coefficient is assigned as the first node of the tree. This operation is repeated 
for all subsets until all instances are exhausted [8, 11].

10.3.4. Classification based on association
Associative classification is a branch of data mining that uses association rule discov-
ery methods in classification problems. The term associative classification is a model 
used to label new records using association rules [12]. Most associative classifiers read 
a list of rules one at a time so that the first matching rule is used to label new records. 
Association classifier rules inherit some association rule indicators, such as trust 
or support. The indicators are used to filter or order the rules in the model and also 
to evaluate their quality.

The best known association-rule-based classification model is Classification Based 
on Association (CBA) [12–14]. The CBA algorithm uses a special type of association 
rules for classification. These are called class association rules (CAR). These rules have 
the constraint that the successor of a rule is a single item that is associated with a class 
label. The CBA algorithm can be divided into 3 steps [15]:
	y Association Rule Extraction (CAR),
	y pruning and organizing the extracted rules,
	y classification of new objects.

The first step consists in modifying the Apriori algorithm. To reduce the size 
of the considered CAR sets, pruning based on the pessimistic rule error rate can be 
applied. The precision of the classifier does not depend on pruning, so implementa-
tions of the regular Apriori algorithm can also be used [12]. Simply extracted rules 
are not used for classification because the number of rules can be very large, even 
in small datasets. The generation of conflicting rules, as well as the lack of a default 
rule, can also be an obstacle. The CBA algorithm dealt with this problem by using 
data range pruning, which reduced the number of extracted rules.

There are two versions of the CBA algorithm that differ in the running time. 
The M1 version is slower, while the M2 version runs faster due to data access limita-
tion. Rules in pruning are ranked in order of their strength:
	y a rule is ranked higher if its confidence is greater than the confidence of the next rule;
	y if a tie occurs when ranking against the trust value, then the support value is taken 

into account, then the rule with the higher support value is ranked higher;
	y if there is a tie in both cases, then the ranking is determined by the time of rule 

extraction, the rule extracted earlier takes the higher place in the ranking.
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Rules are processed in a ranking order. When each rule is processed, all matching 
transactions are removed. In case a rule does not cover at least one of the instances, 
it is also pruned. In the CBA algorithm, data pruning is combined with the clean-
ing of default rules, i.e. rules added at the end of the rule set with the majority class 
in the uncovered transactions on the left side and in the empty left side. This allows 
for a classification even when the query does not match any of the rules. If the default 
rule reduces the total number of errors in the learning set, then the algorithm clears 
all the rules below it [2].

10.4. Materials and Methods
The analysis involved breast cancer data from the Wisconsin dataset. The data was 
downloaded from a machine learning medical data repository, the UCI Machine 
Learning Repository [16]. The database contains a total of 699 rows and 10 attributes 
described numerically. All attributes relate to breast mammography results. The first 
9 attributes take values from 1 to 10, while the last argument takes values of 2 or 4, 
depending on whether the tumor is benign or malignant. In the discretization run, 
the numerical values for the first 9 arguments were divided into 3 groups as shown 
in Table 10.1. The values for the last argument were also assigned to their respective 
group.

TABLE 10.1. Attributes and their values

Attributes Values

Nodule thickness 1–3: {small} 4–7: {medium} 8–10: {large}
Uniformity of cell size 1–3: {small} 4–7: {medium} 8–10: {high}
Regularity of cell shape 1–3: {small} 4–7: {medium} 8–10: {high}
Marginal adhesion 1–3: {small} 4–7: {medium} 8–10: {large}
Size of individual epithelial cells 1–3: {small} 4–7: {medium} 8–10: {large}
Naked cell nuclei 1–3: {small} 4–7: {medium} 8–10: {large}
Condensed chromatin 1–3: {small} 4–7: {medium} 8–10: {large}
Nuclei with normal structure 1–3: {small} 4–7: {medium} 8–10: {large}
Mitosis 1–3: {small} 4–7: {medium} 8–10: {high}
Malignancy of tumor 2 (benign) or 4 (malignant)

The data used the analysis contain valuable information from the mammogra-
phy examination that can help to make an accurate diagnosis. When cells are can-
cerous, they are often grouped in multiple layers, unlike benign lesions that are 
grouped in monolayers. An important aspect in determining whether cells are can-
cerous is the uniformity of their size and shape. This is because cancer cells tend 



132

to be heterogeneous. When it comes to the ability of cells to adhere marginally, 
or the so-called marginal adhesion, normal cells tend to clump together. Cancer 
cells lose this ability, so loss of marginal adhesion may be indicative of malignancy. 
The size of individual epithelial cells is related to the homogeneity mentioned ear-
lier. Enlargement of epithelial cells may indicate malignancy. Naked cell nuclei are 
nuclei that are not surrounded by cytoplasm. They are usually found in benign lesions. 
Condensed chromatin describes the uniform structure of the nucleus, which may 
indicate that it is not a malignant lesion because the condensed chromatin in this 
type of cell is thicker. Normally structured nuclei are small structures that are found 
in the cell nucleus. In noncancerous cells, the nucleus is usually very small, sometimes 
even invisible. In transformed cells, the nuclei are larger, and sometimes the number 
of nuclei is also increased. Another important aspect is mitosis, which is the division 
of a cell into two identical daughter cells. Skilled pathologists are able to determine 
the stage of cancer by counting the number of mitoses [17].

To perform data mining, in terms of association rule mining, it is necessary 
to define two significant parameters: minimum confidence level and minimum sup-
port level. The values of these parameters have a great influence on the final result 
of the extracted association rules. This is because they depend on the number of rules 
that will be found.

An appropriately chosen support level allows to regulate the number of frequent 
sets, which will be used to create association rules. The confidence level is used to reg-
ulate the reliability of rules. This means that it is determined with what the small-
est probability particular rules occur in the examined data set. Increasing the value 
of the support level decreases the number of selected frequent sets. Conversely, increas-
ing the confidence level reduces the number of rules found. Decreasing these values 
works the other way around and increases the number of frequent sets and associa-
tion rules.

The Apriori algorithm was used to perform the analysis. The minimum confidence 
and support values used in association mining were initially: 0.9 and 0.7. In the next 
trial, the minimum support value was changed to 0.65.

10.5. Results
Association rules were extracted using the program Weka. Table 10.2 shows the results 
of the analysis for a minimum support of 70% and a minimum confidence value of 90%. 
The Apriori algorithm found 489 candidate sets from which 3 strong association rules 
were created. The rules found during this analysis are as follows:
	y at least 70% of cases in which the size of single epithelial cells was small also 

showed a low propensity of cells to divide with a probability of 98%;
	y at least 70% of cases in which the presence of nuclei with normal structure was 

small also showed a low propensity of cells to divide with a probability of 98%;
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	y at least 70% of cases in which marginal adhesion was small also showed a low 
propensity of cells to divide with a probability of 97%.

The finding rules have confidence at a very high level. The value of this index 
for the first two rules is 0.98, while for the third rule the value dropped to 0.97. 
All of the found rules have a lift greater than 1, which means that they are positively 
correlated. The value of the leverage index is 0.04 for all rules. For the conviction 
index, the first rule obtained a value of 4.17. The value of this index for the second 
rule is 2.78, while for the third rule it is 2.59.

TABLE 10.2. Association rules for minimum support of 70% and minimum confidence of 90%

Association rules conf lift lev conv

Size of individual epithelial cells = small Mitosis = small 0.98 1.06 0.04 4.17
Nuclei with normal structure = small Mitosis = small 0.98 1.05 0.04 2.78
Marginal adhesion = low Mitosis = low 0.97 1.05 0.04 2.59

TABLE 10.3. Association rules for minimum support of 65% and minimum confidence of 90%

Association rules conf lift lev conv

Malignancy = benign Mitosis = low 0.99 1.07 0.04 8.52
Marginal adhesion = small,  
Nuclei with normal structure 

= small
Mitosis = low

0.99 1.07 0.04 4.98

Uniformity of cell size = low Mitosis = low 0.99 1.06 0.04 4.47
Size of individual epithelial 
cells = small,  
Nuclei with normal structure 

= small

Mitosis = small

0.99 1.06 0.04 4.35

Marginal adhesion = small,  
Nuclei with normal structure 

= small,  
Single epithelial cell size = 
small

Mitosis = low

0.98 1.06 0.04 4.3

Epithelial single cell size = 
small Mitosis = small 0.98 1.06 0.04 4.17

Condensed chromatin = small Mitosis = low 0.98 1.06 0.04 3.27
Uniformity of cell shape = low Mitosis = low 0.98 1.06 0.04 3.17
Nuclei with normal structure 

= small Mitosis = small 0.98 1.05 0.04 2.78

Marginal adhesion = low Mitosis = low 0.97 1.05 0.04 2.59
Cell size uniformity = low Marginal adhesion = low 0.95 1.27 0.14 4.84
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Association rules conf lift lev conv

Uniformity of cell size = low Size of individual epithelial 
cells = small

0.94 1.31 0.15 4.77

Size of individual epithelial 
cells = small,  
Mitosis = small

Nuclei with normal structure 
= small

0.93 1.24 0.13 3.38

Size of single epithelial cells 
= small

Nuclei with normal structure 
= small

0.93 1.24 0.13 3.35

Size of individual epithelial 
cells = small,  
Mitosis = small

Marginal adhesion = small
0.92 1.22 0.12 2.91

Size of single epithelial cells 
= small Marginal adhesion = small 0.91 1.22 0.12 2.89

Size of single epithelial cells 
= small,  
Nuclei with normal structure 

= small,

Mitosis = small

0.91 1.25 0.13 3.03

Marginal adhesion = small, 
Mitosis = low

Nuclei with normal structure 
= small

0.91 1.22 0.12 2.73

Nuclei with normal structure 
= small,  
Mitosis = small

Marginal adhesion = small
0.91 1.21 0.12 2.68

Nuclei with normal structure 
= small,  
Mitosis = small

Size of single epithelial cells 
= small

0.9 1.25 0.13 2.83

Size of single epithelial cells 
= small,  
Marginal adhesion = small,

Mitosis = small
0.9 1.24 0.12 2.69

Table 10.3 shows the results of the analysis for a minimum support of 65% 
and a minimum confidence value of 90%. The Apriori algorithm found 454 candi-
date sets from which 21 strong association rules were created. The rules found dur-
ing this analysis read as follows:
	y at least 65% of the cases in which cancer appeared benign also showed a low pro-

pensity of the cells to divide with a probability of 99%;
	y at least 65% of cases in which marginal adhesion was low and the occur-

rence of normal nuclei was low also showed a low propensity of cells to divide 
with a probability of 99%;

	y at least 65% of cases in which the uniformity of cell size was small also showed 
a low propensity of cells to divide with a probability of 99%.

The finding rules also have confidence at a very high level. The smallest value of this 
index is 0.90. All of the rules found have a lift greater than 1, meaning that they are 
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positively correlated. The value of the leverage index for the argument with the low-
est value is 0.04, while the highest value is 0.12. In the case of the conviction index, 
the first rule obtained a value of 8.52. The value of this index for the other rules 
remains below 5.

To complete the classification, 2 classifiers were used which will serve as a compara-
tive element against the classification using association rules. These classifications were 
performed in the Weka program. J48 and Naive Bayes classifier were used to perform 
them. The results obtained during these classifications are included in the appendix.

The next stage of the work was to perform classification based on association rules 
using the CBA model. This stage of the work was performed using the R programming 
language. The algorithm was upgraded with association rule indices. The algorithm, 
in addition to calculating the measure of support and confidence, was enriched by cal-
culating the measure of increment and conviction, which allows for better evalua-
tion of the generated association rules, which in turn would be impossible to obtain 
using Weka software.

To create a classifier using association rules, rules containing information about 
the malignancy of the tumor are needed. From the results shown in Table 10.2, it can 
be seen that the minimum support level needs to be lowered because with a support 
of 0.65, not enough rules containing this information were found. In order to search 
for a sufficient number of rules containing the needed information, the minimum 
support level was lowered to 0.3. This resulted in 504 rules.

Next, it was verified how many rules among those found are relevant in terms 
of the performed analysis. The obtained results are shown in Figure 10.1.

FIGURE 10.1. Rules significant in their support, confidence and lift values

After removing irrelevant rules, 182 rules were obtained, which are pre-
sented in a graph containing information about support, confidence and growth. 
It can be seen that the rules are found in two clusters gathered with support values 
of 0.4 and 0.6. Of the rules obtained, a significant number have a very high confidence 
index. All of the obtained significant rules have a high level of increment.
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In the next step, using the created CBA model with the Apriori algorithm, a clas-
sifier was created. Before its creation, it was necessary to partition the dataset. That 
is, the dataset was partitioned into a learning set and a test set. The caret module was 
used for this purpose.

The created classifier was constrained by the values of support and confidence 
parameters. Since the number of rules affected the precision of the classifier, these 
values were chosen so that the most valuable association rules were selected to cre-
ate the classifier. The minimum support and minimum confidence had values equal 
to, respectively: 0.1 and 0.3.

The results obtained for all 4 classifiers performed are presented below in Table 10.4.

TABLE 10.4. Comparison of classification results

Classifier

J48 NaiveBayes CBA

Operating time (sec) 0.12 0.11 1.75
Cases classified correctly 669 673 686
Cases misclassified 30 26 13
Precision 95.70% 96.30% 98.10%

Comparing the performance of the classifiers, it can be concluded that the best 
precision was obtained by the CBA classifier created in the R programming lan-
guage. The classifier assigned 686 cases correctly, which is 98.1% of all diagnoses. Only 
13 cases were classified incorrectly. The Naive Bayes classifier achieved a precision 
of 96.3%, meaning that 673 diagnoses were assigned correctly, while 26 were assigned 
incorrectly. The J48 classifier assigned 669 cases correctly, accounting for 95.7% of all 
diagnoses. The cases classified incorrectly include 30 diagnoses.

As can be seen, the time to build the model and test it differs significantly 
for the classifications performed in Weka and the classification performed in the R 
programming language. For the J48 classifier, the running time was 0.12 sec, while 
the Naive Bayes classifier did the job in 0.11 sec. The difference in the running time 
between the two classifiers is small at only 0.01 sec. For the CBA model built in R 
programming language, the time to build and test the model was 1.75 sec. The dif-
ference in the running time between the classifiers performed in Weka and the clas-
sifier performed in R programming language is about 1.63 sec.

By implementing the CBA algorithm in R programming language, 182 class asso-
ciation rules (CARs) were found. Table 10.5 shows the analysis results for the 10 most 
significant class association rules.
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TABLE 10.5. Class association rules (CAR)

Association rules conf lift lev conv

Nodule thickness = small,  
Regularity of cell shape = small,  
Naked cell nuclei = small

Tumor 
malignancy = 
benign

0.371 0.99 1.53 62.9

Nodule thickness = small,  
Uniformity of cell size = small,  
Naked cell nuclei = small

Tumor 
malignancy = 
benign

0.375 0.99 1.53 62.5

Nodule thickness = small,  
Marginal adhesion = small,  
Naked cell nuclei = small

Tumor 
malignancy = 
benign

0.373 0.99 1.53 62.7

Nodule thickness = small,  
Uniformity of cell size = small, 
Regularity of cell shape = low

Malignancy 
of tumor = 
benign

0.401 0.99 1.53 59.9

Nodule thickness = small, 
Regularity of cell shape = small, 
Condensed chromatin = small

Tumor 
malignancy = 
benign

0.388 0.99 1.53 61.2

Nodule thickness = small,  
Regularity of cell shape = small, 
Size of individual epithelial cells = small

Tumor 
malignancy = 
benign

0.392 0.99 1.53 60.8

Nodule thickness = small,  
Marginal adhesion = small, 
Condensed chromatin = low

Tumor 
malignancy = 
benign

0.389 0.99 1.53 61.1

Nodule thickness = small,  
Size of individual epithelial cells = small, 
Naked cell nuclei = small, 
Nuclei with normal structure = small

Tumor 
malignancy = 
benign 0.363 0.99 1.53 63.7

Nodule thickness = small,  
Regularity of cell shape = small,  
Marginal adhesion = small, 
Nuclei with normal structure = small

Tumor 
malignancy = 
benign 0.395 0.99 1.53 60.5

Nodule thickness = small,  
Regularity of cell shape = small, 
Nucleus with normal structure = small, 
Mitosis = low

Tumor 
malignancy = 
benign 0.392 0.99 1.53 60.8

The support values for the found rules range from 0.363 to 0.401. The rules have 
confidence at a very high level. All of them have a value close to 1. All of the retrieved 
rules have an lift equal to 1.53, which means that they are positively correlated. 
For the conviction index, the smallest value is 59.9 and the largest – 63.7.
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10.6. Discussion
This chapter attempts to combine two data mining methods, which are association 
rule mining and classification. It was examined how this combination would affect 
the classification results of medical data relative to using these methods separately.

Breast cancer accounts for 22.9% of all cancer cases in women worldwide. Data 
from 2008 show that as many as 458,503 diagnosed patients died from the disease. 
This represents 13.7% of all cancer deaths in women [18, 19]. Research on breast can-
cer shows that statistically 1 in 9 women will develop the said cancer in their lifetime. 
The risk of developing the disease increases with the age of the woman. For women 
under 25 the risk is 1 in 15,000, for women between 25 and 30 the risk increases 
to 1 in 1900, and for women between 30 and 40 the risk is 1 in 200 [18, 20, 21]. 
The course of the disease and the chance of cure is determined by the moment of detec-
tion. Therefore, preventive screening is a very important aspect. Self-examination 
of the breast allows for the detection of the disease at an early stage of development, 
which significantly increases the chance of recovery. However, the most effective 
prevention of breast cancer is mammography examination. Digital mammography 
is a radiological imaging method that is able to detect cancer before it becomes clini-
cally apparent. However, this method is one of the most difficult to read among medi-
cal imaging methods. This is due to the low contrast and differences in tissue types. 
Some of the first signs of tumor formation on mammographic imaging are initial 
signs of masses and clusters of calcifications. However, making an accurate diagnosis 
is not easy. Tumors that form have a variety of shapes, with some showing features 
of normal tissue. This makes it difficult for even qualified specialists to make a diag-
nosis in the early stages of breast cancer [22]. A false positive diagnosis can result 
in an unnecessary biopsy. It is estimated that as many as 70 to 80 percent of all breast 
biopsy results do not show cancerous lesions. In the opposite case, when the diagnosis 
is false negative, the cancer remains undetected. This can lead not only to increased 
medical costs, but also life-threatening [23].

A correct diagnosis at an early stage requires a reliable and accurate diagnostic 
procedure that allows doctors to distinguish between malignant and benign breast 
cancers. Therefore, artificial intelligence is being used increasingly, which is able 
to classify a given case, based on the previously entered data. This avoids errors when 
making a diagnosis, as well as shortens the waiting time for results [24].

Based on the obtained results, it can be concluded that the combination of two 
data mining methods gives better results when classifying medical data. The proposed 
hybrid method scored 2.4% more accurate than classification using the J48 classifier 
and 1.8% better than classification using the naive Bayes classifier. Of all 699 patients, 
686 cases could be positively classified.

A more accurate classification allows for:
	y reducing the cost of further diagnosis,
	y saving valuable time of doctors and patients,
	y shortening the time from noticing symptoms to making a diagnosis,
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	y reducing stress associated with suspected cancer,
	y reducing the number of unnecessary invasive procedures in the event of a false 

suspicion of cancer.

However, by analyzing the time in which the classification was performed, it can 
be concluded that the hybrid method is slower than the classification performed using 
the J48 classifier and Naïve Bayes. Although the time difference between the hybrid 
classifier and the traditional classifiers was only 1.63 sec, in the case of a huge database 
this difference can be much larger, which can affect the functionality of the method.

Comparing the results obtained for association rule mining, it can be seen that 
decreasing the value of the minimum support parameter increased the number 
of obtained association rules. This took place because decreasing the value of the min-
imum support parameter leads to an increase in the number of generated frequent 
sets. It can be observed that the rules extracted at a higher level of support are also 
in the group of rules extracted for support with a lower value.

Citing the expertise of cancer experts from the King Hussein Cancer Center [25], 
the attributes classified in terms of their importance in diagnosis and prediction 
of breast cancer are presented below in Table 10.6. The attributes were described 
by attribute weight and three measures of importance: low, medium, and high.

TABLE 10.6. Classification of breast cancer diagnostic attributes in terms of importance 
in diagnosis

Attributes Validity Weight

Nodule thickness High 9
Uniformity of cell size Medium 7
Regularity of cell shape Average 5
Marginal adhesion High 8
Single epithelial cell size Medium 6
Naked cell nuclei High 10
Condensed chromatin High 9
Normal-structure nuclei Low 3
Mitosis Medium 6

Thus, considering the attribute importance weights and association rates, it can 
be concluded that some of the most valuable rules that were extracted are:
	y at least 65% of the cases in which the cancer appeared benign also showed a low 

propensity of the cells to divide with a probability of 99%;
	y at least 65% of cases in which the condensed chromatin structure in the nucleus 

was uniform also showed a low propensity of cells to divide with a probability 
of 98%.
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Although mitosis has a medium weight in terms of importance in the diagnostic 
process the first rule can be considered valuable. It is the only one of the retrieved rules 
that shows a relationship between the diagnostic attribute and the diagnosis. It also has 
very good indicators of association rules, which were discussed in the theoretical part.

The second presented rule was found to be important because condensed chroma-
tin has a very high weight in terms of importance in the diagnostic process. Its weight 
is 9 on a scale of 1–10. It is the attribute with the highest weight found because neither 
naked cell nuclei nor nodule thickness were found in the extracted rules.

For class association rule mining (CAR) in Weka, the only measure calculated 
is confidence. Therefore, the R programming language was used to perform the anal-
ysis, where additional metrics were calculated for the rules. This makes it possible 
to determine whether the created classifier is based on strong or weak rules. Analyzing 
the obtained results, it can be concluded that the rules that took part in the con-
struction of the CBA classifier are valuable rules. This is evidenced by the high value 
of the belief parameter, which ranges from 59.9 to 63.7.

The obtained results confirm that the application of the hybrid CBA method 
gives measurable benefits in the process of knowledge extraction. This shows that 
it is worthwhile to keep looking for new solutions that may prove to be more effec-
tive than those better known and commonly used.

10.7. Conclusions
The analysis of medical data is particularly difficult due to its specificity. Information 
and data are obtained from medical records. If this documentation is not carefully 
drawn up, properly completed and collected, the information extracted from it will 
not have any reflection in reality. In Poland alone, the flow of information in the health 
care system is estimated as follows: more than 2 billion health services, 7 billion data 
on medical services, 1 billion data on medical events, and 38 million data on medi-
cal device [26, 27]. Due to inadequate health care funding, hospitals lack assistants 
to complete the database during the patient visit. This results in the doctor having 
to not only take a history, examine, interpret results, and inform the patient in a short 
period of time, but also enter this information into the database. In a hurry, it is not 
easy to make a mistake, and any such mistake while entering data into the system 
may result in falsifying the results of further examinations. 

An additional problem associated with medical data is that it is particularly pro-
tected by law because of its sensitivity. This means that only authorized persons 
have access to them. In order to gain access to the data, special consent is needed 
from the patient to release it for further research. It is also important that the data 
is anonymized before it is passed on so that it cannot be recognized who it belongs to. 
This makes it difficult to search for important information about a disease in a wider 
group of patients. There is no such data mining technique that works for all types 
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of medical data. Classification seeks to discover a class of attributes, but this does not 
take into account the relationships of those attributes. The relationships between attrib-
utes are dealt with by the association rule mining technique. In the CBA method imple-
mented in this paper, many association rules are considered. Their number and valid-
ity can be adjusted by setting the rule indices appropriately, but this does not ensure 
that the discovered rule will be relevant. Only an expert in a given domain is able 
to determine the usefulness of the found rule. This makes that in the hybrid method 
for creating a classifier rules that do not contribute to anything can also be used.
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