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Abstract: With the increased use of medical data registers, data mining has allowed 
for improved treatment planning and patient survival. Machine learning tech-
niques are becoming more popular in the probability estimation for hospital patient 
readmission. The proper indication of high-risk patients can help reduce read-
mission levels. The paper aims to show how readmission risk estimation can be 
conducted and what results can be expected in a large population of heart failure 
episodes in hospital care. The problem is addressed, and its importance is inves-
tigated in an empirical study of four classifiers and several methods of diagno-
sis code encoding. The results show that the performance of machine learning 
methods measured by the area under the receiver operating characteristic curve 
(ROC-AUC) for heart failure readmission can be as high as 0.675. The results have 
been obtained on a vast population (over 600k episodes of care) using only data 
available on medical claims, which mainly include diagnosis codes in the Tenth 
Revision of the International Statistical Classification of Diseases and Related Health 
Problems (ICD-10). This study shows that combining patient’s medical history 
with the patient’s current episode data can improve results by over 3%. The Light 
GBM classifier can be trained quickly on such great data sets and provides the best 
results. Those results are slightly better than logistic regression (only by approxi-
mately 0.7%), but the learning time is ten times shorter.

Keywords: hospital readmission, heart failure, risk prediction, machine learning, 
area under receiver operating characteristic curve, LightGBM, random forest, logis-
tic regression

1. Introduction
Readmission is considered when a patient discharged from a hospital is admitted again 
to the same or another hospital within a specific period. Readmissions are a relatively 
common and costly problem for hospitals [1,2]. In the USA, the average 30-day read-
mission rate for Medicare patients ranges from about 15% to even more than 40%, 
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depending on the disease unit [3]. One of the instruments supporting the reduction 
of readmission is determining the risk of readmission at the level of an individual 
patient. Such an instrument makes it possible to identify high-risk patients and try 
to prevent readmission.

According to the World Health Organization (WHO), 31% of all deaths in the 
world population are due to cardiovascular diseases (CVDs). 85% of these deaths 
are due to heart attacks or strokes, making them the world’s leading cause of death [4].

Diseases and disorders of the circulatory system are categorized under Major 
Diagnostic Categories (MDC) group 5. Within this broad category there are many 
sub-categories called Diagnosis Related Group (DRG), for instance, cardiac arrest, 
arrhythmia, chest pain, or heart failure.

Heart failure (HF) is getting much attention in healthcare because it is one of the 
leading causes of hospitalizations and readmission [5]. Many HF patients were readmit-
ted to the hospital within 30/90 days after discharge for various reasons. Policymakers 
view these readmissions as a sign of the poor quality of care and a source of exces-
sive medical spending. According to Medicare, from 2009 to 2012, the median risk-
standardized 30-day readmission rate for HF was 23.0% [6]. As a result, the Centers 
for Medicare and Medicaid Services (CMS) have set HF as one of their essential tar-
get diseases for designing policies to reduce readmissions.

Many computational models have been proposed for readmission risk estima-
tions that use patient data such as Electronic Health Record (EHR) and medical 
claims. One of the simplest model is the LACE index [7], using four variables: Length 
of stay (L), Acuity of the admission (A), Comorbidity of the patient (C), and the num-
ber of Emergency Department visits within the last six months before admission (E). 
A higher value of this index indicates a higher risk of readmission. Another simple 
prediction model is the HOSPITAL score that uses seven readily available clinical 
predictors to identify patients with a high risk of hospital readmission. Some studies 
have shown it to have the significant discriminative ability [8]. Except for those sim-
ple models, there is also an important line of research in exploring machine learning 
techniques on multidimensional patient data, such as individual diagnoses and pro-
cedures coded in the International Statistical Classification of Diseases and Related 
Health Problems (ICD) standard.

The contributions of this paper can be schematized as follows:
	y an experimental study on predictive modeling of the readmission risk (both 30 

and 90 days) of patients with heart failure has been performed;
	y the performance of various machine learning models has been compared;
	y the impact of data representation (the method of encoding) on the results obtained 

has been studied;
	y the results comparable to those found in the literature but on a significantly greater 

dataset (600K episodes of care) and less detailed information about patients 
and their hospital episodes have been achieved.
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The rest of the paper is organized in the following manner: in Section 2, a short 
overview of related works on readmission prediction using machine learning tech-
niques is presented; Section 3 describes machine learning techniques used in the fol-
lowing studies; Section 4 provides a description of the datasets used and the experi-
mental setup; in Section 5, the results of the experiments with their interpretation 
are presented. Finally, the concluding remarks outline the main findings of this work.

2. Related works
The concept of hospital readmission appeared in the medical literature in the 1950s [9]. 
In the following years, among the researchers of healthcare management and treat-
ment processes, the interest in the issues of readmission reduction and predicting 
the risk of readmission has been gradually increasing [10–13]. Since 2007, there has 
been a notably high level of interest in the above issues when the readmission rate 
became one of the official quality measures applied by hospitals in the USA [14].

Today, many thousands of articles and studies can be found in scientific litera-
ture, mainly medical or somehow linked to medicine, directly or indirectly concern-
ing hospital readmission. In the following review, there will only be a few examples 
of works provided in which, in addition to the topic of predicting hospital readmis-
sion, machine learning also plays a significant role.

The authors of the paper [15] predict readmission using supervised learning meth-
ods on the basis of great amounts (619,274 instances) of administrative information 
from claims data, including patient demographics, dispensed drugs, medical or surgi-
cal procedures performed, and medical diagnosis. The objective is to gain knowledge 
about the predictive power of the available information. The authors test several fea-
ture selection methods, and then build the Naive Bayes and the decision tree models 
based on the selected features. The quality of the models is assessed in a 10-fold cross- 

-validation procedure based on the ROC-AUC score. The results achieved 
by the researchers are in the range of 0.63–0.67.

In the study [16], the researchers compare the effectiveness of several machine 
learning algorithms to predict readmission in patients with heart failure. Using 
detailed clinical trials of 1653 patients, the analysts compare the effectiveness of ran-
dom forests (as well as RFs combined hierarchically with support-vector machines 
or logistic regression), boosting, and Poisson regression against traditional logis-
tic regression. These algorithms are used to predict 30- and 180-day all-cause read-
missions and those due to heart failure. The algorithms show an advantage of about 
8% to about 26% (measured based on the obtained C-statistic model) of advanced 
models of machine learning over logistic regression in the readmission prediction. 
As the best result achieved, the researchers report the C-statistics value of 0.678 
in the case of prediction of 30-day readmission due to heart failure.
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The goal of one of the last papers on the research topic [17] is to conduct a sys-
tematic study on the development of different types of machine learning models for 
predicting the readmission risk of Chronic Obstructive Pulmonary Disease (COPD) 
patients. The authors evaluate different approaches on a real-world database contain-
ing the medical claims of 111,992 patients from the Geisinger Health System from 
January 2004 to September 2015. The conducted analysis shows that predictions of the 
performance of ROC-AUC may range from approximately 0.60 to 0.653, depending 
on the set of features used. In addition, complex deep learning models, in this case, 
cannot improve prediction efficiency.

The above examples of works, as well as many others not described here in detail 
[18–23], concerning readmission prediction with the use of machine learning meth-
ods, show attempts to overcome the problem with various approaches and algorithms. 
It is difficult to indicate which solution has an advantage over others. The common fea-
ture of most of the described studies is assessing the prediction power of the examined 
models using the area under the receiver operating characteristic curve (ROC-AUC) 
score. The ROC-AUC score is better at fair comparisons of results because, unlike the 
precision and recall measures used in machine learning practice, it is independent 
of the decision-making threshold of the model, which may be different in particular 
models [24]. A second important observation is that readmission prediction is not 
a simple task, and the ROC-AUC score value of 0.67 should be considered as high.

3. Methods
This section describes the four classification models used in the experiments. It starts 
with the classical/statistical approach logistic regression, after which the decision tree 
is shortly described, which is more of a machine learning approach. Decision trees 
are also the basis for the next two classifiers used–random forest and light gradient 
boosting–both of which are ensembled classifiers.

Logistic regression (LR) is a statistical model that uses a logistic function to model 
the relationship between one binary dependent variable y and a group of independent 
variables x [25]. The logistic model predicts the probability of occurrence of an event 
by fitting data to a logit function:

	 logit p y �� �� � �1|x w w xT; 	 (III.1)
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The regression coefficients w must be estimated from the training data. One does 
it using the maximum likelihood estimation (MLE) procedure, which is equivalent 
to minimizing the following expression:

	
� � �� �� i

N

ilog p y |x wi ; 	 (III.3)

When the number of independent variables x is relatively large, many of them 
are often not necessary, or even unnecessary, to achieve a good quality LR model. 
Adding a normalization factor based on the L1 norm to the minimized expression 
leaves only more significant features in the resulting model. The expression mini-
mized in LR with the L1 norm (LR_L1) takes the form:

	
� � �� � �� i

N

ilog p y |x w wi ; 
1

	 (III.4)

where λ > 0 is a trade-off parameter. As the value of λ increases, the number of inde-
pendent variables used by the model decreases.

In LR with the L2 norm (LR_L2), in order to improve numerical stabilization 
of the parameters w, the L2 norm-based regulation factor is used:

	
� � �� � �� i

N

i ilog p y x w w| ; 
2

	 (III.5)

The decision tree (DT), or classification tree (in the case of the present paper), 
is a structure similar to the flow graph. In such a structure, each internal node repre-
sents a test based on a selected attribute, each branch represents a test result, and each 
leaf node represents a decision made after considering the value of all attributes. 
The paths from the root to the leaf represent the classification rules [26]. The DT 
building algorithm creates subsequent tree nodes each time, assessing, usually using 
statistical methods, the usefulness of individual attributes to discriminate against 
a subset of instances of the training set whose attributes meet the tests on the path 
to the currently created node. Despite their apparent simplicity, DTs often prove effec-
tive even in complex classification problems.

Random forest (RF) is a classification model which consists of a large number 
of individual DTs that operate as an ensemble. Each tree, after proper training, returns 
a class prediction; the class with the most votes becomes the entire model’s predic-
tion. The fundamental concept behind random forest is the wisdom of crowds. Many 
relatively uncorrelated trees operating in an ensemble guarantee a better result than 
each tree. Therefore, the most crucial part of the RF training is the selection of appro-
priate subsets of data used to create individual trees in the forest [27].
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LightGBM (LGBM) is a gradient-boosting tree framework considered highly effi-
cient and scalable. What distinguishes LGBM from other tree-based algorithms is the 
way trees are built. In LGBM, trees grow vertically, while in most other algorithms, 
there is horizontal growth. In each step of building a tree, the LGBM algorithm selects 
a leaf with a maximum drop in the loss function and adds another tree level. Practical 
experiments show that the LGBM algorithm can be several times faster than the exist-
ing implementations of other gradient-boosting tree algorithms [28].

Finally, it is worth mentioning one of the essential concepts of linear algebra used 
in machine learning, i.e., the singular value decomposition (SVD) [29]. This work uses 
SVD as an effective method of dimensional reduction of data.

4. Empirical studies
4.1. Dataset

The data come from the Centers for Medicare & Medicaid Services (CMS) and are 
Medicare claims from Limited Data Set (LDS). We chose only those patient hospital 
stays (episodes of care) that were assigned to one of the three diagnosis-related groups 
(DRG), 291, 292, or 293, were chosen. All three are for heart failure and shock; 291 have 
significant complications or comorbidity (MCC), 292 have complications or comor-
bidity (CC), and 293 are without MCC and CC. The number of episodes and the read-
mission level in those three DRGs are different, as shown in Figure III.1. This figure 
shows a different outcome for patients within 30 and 31 to 90 days after being dis-
charged from the hospital. Deaths and readmissions were also split to show the pro-
portion, but in the classification task, it is treated as a binary task. Either the patients 
experience an undesirable event such as readmission or death, or they live without 
readmission for the considered period. In the experiments, we used 90-day readmis-
sions were used in a sense that readmission occurs from day 1 to 90 after a patient 
is discharged from the hospital. Here are presented data from days 31–90 to illustrate 
the patient population better.

The data covers two years, from April 1st, 2016, to March 30th, 2018. We excluded 
a few episodes for patients aged below 21. In total, there were 621,108 episodes of care. 
The resulting population is rather old (see Figure III.2). Each episode contained infor-
mation about a patient, such as gender, race, age, and information about this epi-
sode, including anchor duration, primary diagnosis and procedure, and up to twenty- 

-five other diagnoses in the ICD-10 standard. We did not have any missing data 
in the analyzed dataset. The characteristics of the studied episodes are included 
in Table III.1.
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FIGURE III.1. The outcome of the episodes of care in 30 and 31–90 days after hospital discharge



70

TABLE III.1. Patient characteristics

Characteristic Non-readmission 30 days
readmission

31–90 days
readmission

#Episodes 327,551 165,823 127,734
Age quartiles 71,79,87 70,79,87 70,80,87

Women 52.67% 50.50% 52.05%
White race 78.15% 78.57% 77.09%
Black race 15.81% 15.73% 17.20%

Anchor duration
quartiles

3,4,6 3,5,7 3,5,7

IP stays 3m*
no/once/more

326,224/1,239/88 164,442/1,263/118 126,878/802/54

Primary diagnosis
I130 95,932 57,409 43,069
I110 98,506 37,434 31,688

I5033 37,887 17,772 14,392
I5023 29,194 15,983 12,251
I132 16,654 12,246 8,651

I5043 13,823 7,884 5,974
I509 12,554 7,188 4,588
I5031 10,013 3,626 2,907
I5021 6,297 2,990 1,925
I5041 2,134    874 632

Other 19 codes 4,557 2,417 1,657

*IP stays 3m means a number of in-patients stays 3 months before hospitalization

FIGURE III.2. Patient age distribution

The data encodes patient diagnoses with the International Classification of Diseases 
(ICD-10) codes. There is a large number of different ICD-10 codes for both current 
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episode diagnoses (secondary diagnosis) (13,707) and historical diagnoses (34,889). 
For that reason, we investigated a grouping strategy that uses a logical hierarchy of the 
ICD-10 codes, which allows one to group them by the first three, four, and six charac-
ters of the code. In ICD-10, the first three characters represent a category, and the next 
three specify the anatomic site/laterality/severity/etiology. In rare cases, there is also 
a seventh character specifying the visit encounter sequela typically used for injury 
and external cause-related codes. For instance, in ICD-10 codes, heart failure is listed 
in the I50 category (except for rheumatic or newborn cases):
	y I50: Heart failure
	y I50.1: Left ventricular failure
	y I50.2: Systolic heart failure
	y I50.20: Unspecified systolic heart failure
	y I50.21: Acute systolic heart failure
	y I50.22: Chronic systolic heart failure
	y I50.23: Acute on chronic systolic (congestive) heart failure

The exclusion was performed for all primary, secondary and historical diagnoses 
that did not appear in at least twenty episodes; the additional one was performed after 
grouping 6, 4, and 3 character prefixes. Table III.2 shows how many distinct codes 
appear and how many of them have been excluded.

TABLE III.2. ICD-10 diagnosis codes statistics

Diagnoses Primary Secondary Historical

#Distinct values for (#At least 20 episodes)
full code 29 (25) 13,707 (4,015) 34,889 (12,953)
prefix 6 29 (25) 12,357 (3,994) 24,884 (11,707)
prefix 4 12 (12) 5,747 (2,700) 8,462 (5,526)
prefix 3 5 (5) 1,437 (996) 1,824 (1,462)

All values 621,108 10,565,776 23,633,256
Average per episode 1 17.01 38.05

#Excluded* for (Percentage of all values)
prefix 6 43 (0.007%) 37,536 (0.36%) 74,445 (0.32%)
prefix 4 – 16,803 (0.16%) 18,385 (0.08%)
prefix 3 – 2,970 (0.03%) 2,261 (0.01%)

*Code exclusion due to less than twenty occurrences

4.2. Experimental setup

To evaluate the performance, the 4-fold cross-validation is applied. In each step, 3/4th 
of the dataset is used for training and 1/4th for testing. In Figure III.3, the data split 
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is shown as the first step. This split must be done before any data transformation. 
The transformation is done via an encoder. For each feature, there could be a dif-
ferent transformation. The Min-Max scaler was used for continuous features such 
as age and anchor duration, but for categorical ones such as race and gender, one 
hot encoding was employed. For diagnosis features represented by ICD-10 codes, we 
have implemented a special encoder that could be parameterized by prefix length 
and several dimensions for SVD transformation (with dimensions reduced to 50 
and 200). As the second step after splitting the original dataset, encoders were fit only 
with the train set; for instance, the Min and Max values were found only in the train 
data. The next step was to transform both train and test sets using fitted encoders. 
After this step, the data is vectorized in high-dimensional space. In the fourth step, 
one learns the classifier on a transformed train set, and finally, the readmission is pre-
dicted on a transformed test set in the fifth step. Predictions are probabilities that one 
confronts with actual values. The ROC-AUC was chosen as the performance meas-
ure, which is often used if the probability is predicted, as it is in the case of this work.

FIGURE III.3. Cross-validation loop with data transformation by an encoder. The encoder is fitted 
only on the training part of the data. The classifier is learned and evaluated on transformed data
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5. Results and discussion
First, to choose what ICD-10 code prefix should be used for diagnosis in the next 
experiments, a series of calculations just with the Light GBM classifier was performed. 
This classifier can handle large data and requires lower memory to run, making 
it appropriate for the extensive dataset. Then, it was decided to encode the diagno-
ses with a one-hot encoder, using grouping codes by prefixes of 3,4, and 6 in length. 
In addition, raw one-hot encoding and SVD transformation to reduce dimensional-
ity were also tested. The results are presented in Table III.3. The times in the last col-
umns are averaged for one step of cross-validation; the first time is for one-hot encod-
ing and SVD transformation, while the second time is for learning classifiers with all 
times presented in seconds. They are also averaged over calculations for 30- and 90-day 
readmissions. For both cases, the sets of attributes are the same with the only dif-
ference being the outcome values. All the calculations were performed on an 8-core 
3GHz Intel Family 15 Model 6 processor with 32GB of RAM.

TABLE III.3. Results using only the ICD-10 diagnosis codes present in the current episode, with-
out patient history. The prefixes 3, 4, and 6 were used and then encoded with one hot. After 
encoding two kinds dimensionality reductions were performed using SVD to 200 and 50 dimen-
sions. The learned classifier LGBM with parameter estimators 1000, max depth 3. ROC-AUC 
is shown with a 95% confidence interval

ICD-10 
prefix Encoder Dimension ROC-AUC

90 days
ROC-AUC
30 days Time

6 1hot svd no 3634 0.6543 ±0.0018 0.6603 ±0.0034 19+31
6 1hot svd 200 288 0.6474 ±0.0022 0.6529 ±0.0040 134+55
6 1hot svd 50 138 0.6370 ±0.0015 0.6420 ±0.0046 48+19
4 1hot svd no 2542 0.6544 ±0.0016 0.6518 ±0.0031 16+31
4 1hot svd 200 288 0.6477 ±0.0025 0.6467 ±0.0030 134+54
4 1hot svd 50 138 0.6372 ±0.0025 0.6366 ±0.0038 47+24
3 1hot svd no 1044 0.6500 ±0.0015 0.6254 ±0.0027 12+26
3 1hot svd 200 288 0.6471 ±0.0022 0.6240 ±0.0026 112+54
3 1hot svd 50 138 0.6371 ±0.0021 0.6244 ±0.0031 38+19

From those results, the prefix 4 for 90 days of readmission and the prefix 6 
for 30 days readmission with one-hot encoding without SVD were chosen because 
they yielded the best results. In the next experiment, the historical diagnoses from 
the previous year of patient admissions have been added (see Table III.4).
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TABLE III.4. The results include patient diagnosis history for up to one year before admission

ICD-10 
prefix Encoder Dimension ROC-AUC

90 days
ROC-AUC
30 days Time

6 1hot svd no 14295 0.6756 ±0.0010 0.6768 ±0.0038 44+77
6 1hot svd 200 3834 0.6743 ±0.0007 0.6761 ±0.0037 175+75
6 1hot svd 50 3684 0.6735 ±0.0006 0.6760 ±0.0033 81+44
4 1hot svd no 8858 0.6728 ±0.0017 0.6757 ±0.0036 40+57
4 1hot svd 200 3834 0.6714 ±0.0016 0.6746 ±0.0037 182+105
4 1hot svd 50 3684 0.6710 ±0.0011 0.6745 ±0.0032 79+54
3 1hot svd no 5045 0.6558 ±0.0010 0.6667 ±0.0026 31+29
3 1hot svd 200 3834 0.6547 ±0.0009 0.6659 ±0.0024 149+77
3 1hot svd 50 3684 0.6546 ±0.0011 0.6656 ±0.0027 64+43

From this experiment, it can be seen that adding historical diagnoses adds 0.02 
to the ROC-AUC statistic. All results with the prefix 6 are the best; using SVD makes 
the results slightly worse but reduces the dimensionality tremendously. The diversity of 
diagnoses is much higher in the patient history (10661) than in the patient heart fail-
ure episodes (3546). It was also necessary to run the last experiments with the prefix 
6 and SVD 200 for the historical diagnoses in 90 days of readmission and SVD 50 for 
30 days of readmission. The last experiment tests different classifiers (see Table III.5).

TABLE III.5. Results for all data, including current (prefix 4 no svd) and historical (prefix 6 and SVD 
200) diagnoses

Classifier ROC-AUC
90 days

ROC-AUC
30 days Time

Logistic Regression L1 0.6702 ±0.0014 0.6669 ±0.0035 175+3758
Logistic Regression L2 0.6702 ±0.0014 0.6668 ±0.0035 175+1002

Decision Tree 0.6249 ±0.0022 0.6329 ±0.0009 175+402
Random Forest 0.6421 ±0.0015 0.6568 ±0.0032 175+2101

LightGBM 0.6743 ±0.0007 0.6761 ±0.0037 175+75

As seen in table 3, other classifiers do not give better results than LightGBM. 
Logistic regression is in second place with no significant difference, but the learning 
time is much longer. For 90 days of readmission, the difference is lower with LGBM 
outperforming the logistic regression by 0.0041, but for 30 days, the difference is 
higher – 0.0091. The other two classifiers give significantly worse results, especially 
for 90 days of readmission. The Random Forest outperforms the single decision tree 
by about 0.02, but it is worse than LGBM by 0.03 on 90 days of readmission and 0.02 
on 30 days.

At first sight, the results of the readmission prediction do not seem spectacular. 
On the other hand, they are on the level of the best results obtained by the researchers 
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dealing with readmission prognosis in heart failure patients that were presented 
in the literature (see, for instance, [16, 18, 22]). However, when making comparisons, 
it is worth paying attention to the detail of data used to build models and required 
for the further prediction of readmission risk. Unfortunately, only claims data were 
at the disposal, which do not contain information about detailed results of tests and 
examinations of patients, but mainly codes of diagnosed medical disorders and medi-
cal procedures performed during hospitalization. Considering the above, the received 
model evaluation values should be considered very good. It is, of course, possible 
to build a clearly better-quality model, as in the work [23] (ROC-AUC of about 0.77), 
but this would require more detailed and verified information about the treatment 
process, including its course over time.

6. Concluding remarks
A series of experiments for predicting 30- and 90-day readmission risk of heart failure 
in patients based on their claims records has been conducted. The Authors have inves-
tigated the significance of using full diagnosis codes versus aggregating them accord-
ing to the ICD-10 hierarchy and adding a singular value decomposition to reduce 
dimensionality. Both current and historical diagnoses and procedures were inves-
tigated. The results show that using full codes gives the best results; in some cases, 
it may also be worth trying prefixes of length 4. Adding historical diagnoses improves 
the results significantly by about 3% (0.02 ROC-AUC), and it can be achieved using 
the SVD transformation.

This work verifies the importance of knowing the details of patient data, includ-
ing medical history, which significantly improves the results of predictive modeling 
of readmission.
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Przewidywanie ryzyka readmisji pacjentów z niewydolnością serca na podsta-
wie danych z cleim’ów
Streszczenie: Wraz ze wzrostem wykorzystania rejestrów danych medycznych, eks-
ploracja danych zyskała możliwość poprawy planowania leczenia i przyczynienia 
się do większej przeżywalności pacjentów. Techniki uczenia maszynowego stają 
się coraz bardziej popularne w szacowaniu prawdopodobieństwa readmisji szpi-
talnych. Właściwe wskazanie pacjentów wysokiego ryzyka może przyczynić się 
do zmniejszenia poziomu readmisji. Celem niniejszej pracy jest pokazanie, w jaki 
sposób można przeprowadzić estymację ryzyka readmisji i jakich wyników można 
się spodziewać dla dużej liczby epizodów niewydolności serca. Problem został prze-
analizowany w badaniu empirycznym z wykorzystaniem czterech klasyfikatorów 
i kilku metod kodowania kodów diagnostycznych. Wyniki pokazują, że wydajność 
metod uczenia maszynowego mierzona polem pod krzywą ROC-AUC (receiver 
operating characteristic curve) dla readmisji z powodu niewydolności serca może 
wynosić nawet 0,675. Wyniki zostały uzyskane na bardzo dużej populacji (ponad 
600 tys. epizodów opieki) z wykorzystaniem wyłącznie danych dostępnych na pod-
stawie zgłoszeń medycznych, tzw. claim’ów, które zawierają głównie kody diag-
noz w standardzie International Statistical Classification of Diseases and Related 
Health Problems w wersji 10 (ICD-10). Badanie pokazuje, że połączenie informacji 
o historii pacjenta z danymi z bieżącego epizodu może poprawić wyniki o ponad 
3%. Klasyfikator LightGBM może być trenowany bardzo szybko na tak dużych 
zbiorach danych i zapewnia najlepsze wyniki. Wyniki te są nieco lepsze niż regre-
sja logistyczna (tylko o około 0,7%), ale czas uczenia jest 10 razy krótszy.
Słowa kluczowe: readmisja szpitalna, niewydolność serca, predykcja ryzyka, ucze-
nie maszynowe, pole pod krzywą ROC, LightGBM, las losowy, regresja logistyczna




